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�bstract—Simultaneous Localization and Mapping �SLAM)
consists on building a map of an unknown environment, while
simultaneously determining the location of the vehicle within
this map. Building a map implies finding a proper representa-
tion for its salient features, which are used as landmarks for
the localization problem. These landmarks must be very robust
in order to be easily detected once reobserved. Associating a
new observation with a previously seen landmark provides a
proper input for the map and localization update. Instead,
wrong associations introduce divergences and inconsistencies
in the results. The aim of this paper is to introduce an
approach able to detect objects in side-scan sonar images.
Side-scan sonar provides high resolution acoustic images, in
which an object appears as a bright spot with a dark shadow
trail. In order to have a fast and robust object detector, we
adapted the framework introduced by Viola and Jones, in
which a cascade of classifiers was used to perform a fast
face detection with high detection rates. The performance of
our detection method is presented, together with the SLAM
results obtained after using our robust landmark detector. The
results produced high detection rates and small number of false
positives, demonstrating the validity of our approach.

I. INTRODUCTION

Simultaneous Localization and Mapping (SLAM) also

known as Concurrent Mapping and Localization (CML) is

one of the fundamental challenges of robotics. The goal

of SLAM is to build a map of an unknown environment

while simultaneously determining the location of the robot

within this map [1]. Several methods use features to achieve

the SLAM purpose. These features are used as landmarks

for the localization problem, and as map elements on the

mapping problem. For instance, a point feature based SLAM

solution was presented in [2], as shown in Fig. 1. In

this specific experiment, a vehicle equipped with a laser-

range finder navigates a park full of trees, which are then

represented as point features. Other approaches like the one

in Fig. 2 propose a line feature based SLAM approach [3]. In

this example, an Autonomous Underwater Vehicles (AUV)

navigates an abandoned marina, in which line features are

the best choice to represent the boundaries between water

and land. Finding a proper representation for these features
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Fig. 1. Example of a point feature based SLAM approach [2]. The image
shows the resulting map composed of point features representing trees
together with the SLAM trajectory, represented over a satellite image of
the scenario.

Fig. 2. Example of a line feature based SLAM approach [3]. The image
shows the resulting map together with the dead-reckoning (dash-dotted line),
GPS (dashed line) and SLAM (solid line) trajectories represented over a
satellite image of the scenario.

is a key issue to solve a feature based SLAM problem. These

features must be very robust, in order to ensure that the same

feature will be observed again once revisited. Associating

a new observation with a previously seen feature is the

key to improve vehicle’s localization and the final map.

Instead, wrong associations would introduce divergences and

inconsistencies in the results, and the consequent loss of the

vehicle.

The aim of this paper it to introduce an approach able to
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Fig. 3. Side-scan sonar image example, with five objects shown as bright
spots and its corresponding shadows.

detect objects in side-scan sonar images on-board of an AUV.

Side-scan sonar provides high resolution acoustic images, in

which an object appears as a bright spot with a dark shadow

trail (see Fig. 3). In order to have a fast and robust object

detector, we proposed an approach which follows the Haar

cascade framework [4], [5], in which a cascade of boosted

classifiers was used to detect objects with high detection

rates. Following the same idea to our specific objects, but

with a proper feature selection, the detection is significantly

improved, providing high detection rates and very low false

positives. The performance of our detection method is shown

to be a proper input for the SLAM algorithm, providing a

consistent map and a correct vehicle localization.

The rest of this paper is organized as follows. Section II

briefly summarizes the SLAM approach used. Section III

introduces the proposed object detector, describing the steps

involved in the process. Section IV summarizes the exper-

imental results obtained. The paper ends with conclusions

and future work in Section V.

II. SIMULTANEOUS LOCALIZATION AND

MAPPING

The most known consistent Simultaneous Localization and

Mapping (SLAM) approach is the Extended Kalman Filter

SLAM (EKF-SLAM) [6]. It is based on representing vehi-

cle’s pose and the location of a set of environment features

in a joint state vector estimated and updated by the Extended

Kalman Filter. EKF provides a suboptimal solution due

to approximations introduced when linearising the models,

which may result in inconsistencies [7], and also due to the

assumption that uncertainties associated to the motion and

measurement processes are only additional white Gaussian

noise. In addition, one of the main drawbacks of EKF

implementation is the fact that for long duration missions,

the number of landmarks increases and, eventually, computer

resources will not suffice to update the map in real-time. This

scaling problem arises because each landmark is correlated to

all other landmarks, giving a memory complexity of �(n2)
and a time complexity of �(n2) per step, where n is the

total number of features stored in the map. The correlation

appears since the observation of a new landmark is obtained

with a sensor on-board of the moving vehicle and thus the

landmark location is correlated with vehicle’s location and

other landmarks of the map. This correlation is a key point

for the long-term convergence of the algorithm, and needs

to be maintained during all the mission.

Using submaps both limitations can be addressed at the

same time (i.e. linearisation errors and rise on computational

cost). Therefore, dividing the whole scene into submaps,

which are then joined in a global map, improves the consis-

tency of the EKF-SLAM [7]. Limiting the size of a submap,

by bounding the total number of landmarks or by fixing

the maximum distance traveled by a vehicle, maintains the

uncertainties of the submap and the linearisation errors small.

Another advantage of working with small maps is that the

amount of data involved in the EKF-SLAM is small, thus

computational cost is reduced. Good examples of submap-

ping strategies are the Local Map Joining [8], the Constant

Time SLAM (CTS) [9], the Atlas approach [10], the Divide

and Conquer SLAM [11], the Hierarchical SLAM [12] or

the Conditional Independent Local Maps (CI) [13]. All of

them build submaps first, and then join them following their

corresponding strategy.

The approach used in this paper is the Selective Submap

Joining SLAM (SSJS). The SSJS was demonstrated to pro-

vide good results for terrestrial applications using a well

known dataset in [2], and then for underwater applications

in [14]. This approach consists of several steps:

� A sequence of local maps is built running a basic EKF

SLAM algorithm [8].

� The relative transformation between two consecutive

submaps is stored in a relative stochastic global map

(similar to the Hierarchical SLAM approach [12]).

� Once a local map reaches its end, the global map is used

to generate loop closure hypothesis. Loop hypothesis

are created for those submaps that are near the last local

map.

� These loop hypothesis are then confirmed by means

of data association algorithms, for instance the Joint

Compatibility Branch and Bound (JCBB) [15].

� If a loop closure have been accepted, the number

of common landmarks between submaps determines

whether a fusion and joining steps have to be done.

� Two submaps sharing a high number of features are

fused and joined to a single map, producing an update

to its local features. Instead, two submaps sharing few

features are kept independent.

� Finally, after fusing and joining two submaps, the global

level is updated.

As stated in the introduction, a side-scan sonar is used

in this work to obtain observations, in a similar way to the

implementation presented in [16].

III. OBJECT DETECTION

Side-scan sonar is nowadays widely used in industry and

academic research programs to survey the sea floor [17].

Several approaches tackle the issues related to object detec-

tion and classification, image segmentation and registration,

and feature extraction. For instance, in [19] they proposed a

threshold and clustering theory to segment a side-scan sonar

image into bright spots, shadows and background. A similar
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Fig. 4. Haar-like feature examples.

approach was presented in [18]. Another approach uses

adaptive threshold techniques to detect and extract geometric

features for both bright spots and shadows [20]. In [21]

the authors presented an unsupervised model capable of

extracting, detecting and classifying shadows automatically.

A Markov Random Field (MRF) model was used to seg-

ment the image into regions, using the geometric signature

of mines in side-scan sonar images. A more recent ap-

proach [22], extracts texture features from side-scan images

first, and then a region based active contour model is applied

to segment objects.

Haar cascade framework has first been presented in [4]

for the problem of face detection and provided competitive

results. Recently, this framework has been reinvestigated and

applied to sonar imagery in [5] and proved to perform very

well. This framework can be trained to detect a variety of

object classes and it introduces a new algorithm to construct

a robust classifier [23]. They use Haar-like features which are

really simple (see Fig. 4), fast and cheap to compute using

the integral image (see Subsection III-B). Properly selected

Haar-like features encode the oriented contrasts between

regions in the image and give a quantity for the presence

or absence of contrast characteristics at a specific image

location.

The following sections describe the principles of our

object detector. First, a discussion on the best suited features

for our purpose is summarized. Then, basic concepts related

to the detection process, such as the integral image and the

cascade of classifiers, are introduced. Finally, the training

procedure is briefly described.

A. Feature Selection

Features are usually more efficient to process than pro-

cessing the whole intensity image. In side-scan sonar images,

objects are simple (see Fig. 5), which means that they can be

described only using a few features. Moreover, the perfor-

mance of the classifier is effected by the number of features.

In order to improve this performance, a feature selection is

necessary. In this approach, two different types of features

have been used: Haar-like features and the distance from

the boundary of the object to its centroid. The advantage of

such features is their invariance in front of rotations, scale

changes, intensity shifts and translations.

In this proposal, rectangular shaped features are used.

Although rectangle features are of limited flexibility, they

provide a rich image representation and they can be com-

puted using the integral image representation, what makes

them extremely computationally efficient. The rectangle is

divided into two regions: a dark one in the left, and a

bright one in the right. The proportion of each region is

different in each feature (see Fig. 5). The value of a two-

region feature is the difference between the sum of pixels

within the two regions. Fig. 6 represents a set of features,

some of them not suited for the problem presented in this

work. In contrast, Fig. 7 shows a set of features well suited

for our purpose. These plots represent the ability of the

system to distinguish between true and false positives. The

system used to run these tests is a single weak classifier

analysed using a different feature in each case. Each plot

is for a specific feature, and shows the value obtained for

each training sample after computing the integral image to

the corresponding feature. After analysing different feature

shapes and proportions, it seems that the most discriminative

one is the one with the proportion 8 dark to 1 bright, because

the values obtained for the positive set are easily separable

from the ones obtained for the negative set.

Another significant feature is the distance from the bound-

ary of the object to its centroid, as in [24]. This feature

not only improves a classification stage, but also the object

detection.

B. The Integral Image

Rectangle features can be computed very rapidly using the

integral image (see Fig. 8). The integral image at location x

and y contains the sum of pixels above and to left, as shown

in the figure. This is a very fast computation, which provides

valuable information.

C. The Cascade Classifier

A cascade classifier is a sequence of simple classifiers (see

Fig. 9 from [23]). The main idea behind a cascade classifier

is to detect and reject background information very fast.

The initial classifier eliminates a large number of negative

examples with very little processing. As the detection goes

deeper in the cascade, a higher number of features are used

to reject negative objects. Each layer has a strong classifier

which is made up of one or more weak classifier. It tries to

keep high detection rate in all the layers by decreasing the

Fig. 5. The left column shows real objects as seen in a side-scan sonar
image. The right column shows those Haar-like features best suited to train
the sort of real object from the left column.
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Fig. 6. Comparison of the detection performance using different features not suited for our problem. These features do not distinguish between true and
false positives, due to the fact that the orientation they discriminate is not the one from object in side-scan sonar images. In red the integral image results
for the positive training sample, and in blue the negative ones.

Fig. 7. Comparison of the detection performance using different features well suited for our problem. These features produce proper distinction of true
and false positives. They are very similar to real object in side-scan sonar images, but with different proportions.

Fig. 8. The value of the integral image is the sum of all the pixels in the
white region.

threshold of the strong classifier. Classifiers and their relevant

features are selected using AdaBoost [25].

D. Training Stage

At every stage of the cascade detector, more features are

added to improve the classification performance. However,

using more features means a higher computational cost. For

this reason, for the training stage it is necessary to find a

trade off between computational cost and detection rates. The

optimal solution for a SLAM problem would be to detect all

existing objects in the scene, therefore a detection rate of a

100� would certainly be optimal. However, forcing the sys-

tem to detect as many real objects as possible, will introduce

false detections. For SLAM algorithm to work properly, this

false positive rate must be minimum, because detecting a

false object could produce a wrong data association and its

consequent inconsistencies in the map and the localization. In

Fig. 9. Schematic depiction of a the detection cascade.

addition, on-line SLAM solutions demand for fast detectors,

therefore only a few features should be used.

From all these requirements, the main constrains to be

met during training process are summarized in Table I. As

mentioned in Table I, each layer tries to keep high detection

rate while maintaining low false positive rates. In order to

achieve this objective, it is necessary to add more features to

obtain a stronger classifier. Detection rates are determined by

testing the current detector on a validation set. If the overall

target false positive rate is not met then another layer is added

to the cascade.

IV. EXPERIMENTS AND RESULTS

The experiments were conducted on a real environment

dataset. This dataset was acquired with a REMUS-100 AUV

(see Fig. 10). The vehicle was equipped with DVL and IMU,

providing navigation data relative to the vehicle’s reference

frame, for instance, velocities, orientations and depth. The

AUV was send underwater to perform a recognition mission
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TABLE I

TRAINING CONSTRAINTS

Cascade layer 1 2 3 4 ...

Detection rate 99.9� 99.7� 99.6� 99.5� ...
False positive rate 50� 20� 10� 5� ...
Number of features 1 2 6 11 ...

Cascade layer ... 5 6 7

Detection rate ... 99.5� 99.3� 99�
False positive rate ... 1� 0.5� 0.05�
Number of features ... 20 30 30

Fig. 10. The REMUS-100 AUV was used to gather the dataset on the
experiments.

(see Fig. 11 for the vehicle trajectory estimated through

Long-Baseline sensing (LBL)). During the mission the ve-

hicle navigated a large surface, about 300m x 400m. The

whole navigation consisted in a large number of loops, i.e.

revisiting the same area several times.

The sea floor was populated with objects, rocks and other

salient features. The vehicle was carrying a side-scan sonar

pointing both ways, starboard and port (see Fig. 12). This

side-scan sonar acquired high resolution acoustic images.

The cascade of classifiers trained with the features proposed

in this paper was the one in charge of detecting the objects,

rocks and other salient features. These features’ state is

defined as a 3D point in the map. These points are the ones

used as inputs for the feature based Selective Submap Joining

SLAM, together with DVL and IMU readings (see Fig. 13

for an schematic representation of the whole process).

For the training stage we used a data set of side-scan sonar

image patches, some of them containing an object (positive
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Fig. 11. Estimated trajectory of the vehicle from LBL.

Fig. 12. Side-scan sonar working principle.

set) and the rest without any object (negative set). According

to the behaviour of the classifier, it is recommended to use

twice the amount of negative samples than positive ones. In

our case, we used 2000 positive objects and 5000 negative

objects. Initially the dataset was much smaller, but the perfor-

mance of the system was not satisfactory. The cascade only

improved the false positive rate until a certain layer, there

was no further improvement, not even increasing the number

of features. For this reason, it was necessary to generate

more training images from the original ones, by changing

their scale, their intensity and adding noise synthetically.

This augmented dataset produced better results. In addition,

during the training stage those false object detections, that

were significantly affecting the cascade, were removed from

the dataset, changing and improving the cascade structure.

Notice that a different set of side-scan sonar images was

used to test the performance of the proposed approach, giving

the results in Table II. These results show that the obtained

cascade is useful at least until its fourth layer, because further

layers suffer ans increase in the false negative rate. Until

this layer, there is a chance of detecting a false object every

hundred observations, which could be a real issue for SLAM.

However, the Joint Compatibility Branch and Bound does not

take into account spurious observations.

TABLE II

CASCADE PERFORMANCE

Cascade layer 1 2 3 4 ...

Detection rate 99.5� 99.3� 99.2� 99� ...
False positive rate 53� 6� 1� – ...
Number of features 1 2 4 – ...

Fig. 13. Block diagram of the system.

Proceedings of the 11th International Conference on Mobile Robots and Competitions IST TU Lisbon Congress Center

Page 25 Robotica 2011 is organized under the IEEE Robotics and Automation Society Technical Co-Sponsorship



Fig. 14. 3D plot of the map (coloured dots) and the trajectory of the
vehicle (black line).

The training stage was very expensive in terms of compu-

tational demand, but the detection was very fast. This allowed

to check its performance on-line with the SLAM algorithm,

providing the qualitative result shown in Fig. 14.

V. DISCUSSION AND FUTURE WORK

In this paper we presented an approach to detect robust

features. We conduct a selection of features that improved

the detection of objects in side-scan sonar images. The

method uses the distance to the centroid and an accurate

selection of Haar-like features. This object detection strategy

is used to segment objects located on the sea floor observed

through side-scan sonar. These objects are then used as

observations for a feature based Selective Submap Joining

SLAM algorithm. After seeing the results, we can conclude

that both the detector and the SLAM algorithm perform

satisfactorily. The detector is shown to be fast and provides a

high detection rate. After a highly expensive off-line training

stage, the detector can perform on-line with the SLAM

algorithm, producing large maps consistently and localizing

the vehicle within it accurately.

As future work we plan to test the whole system in a real

scenario by implementing our approach on the REMUS-100

AUV.
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