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Abstract—Comprehensive testing of multi-tenant cloud-based
applications has to consider the effects of co-location with
workloads of other tenants, which may be characteristically,
accidentally or maliciously contentious. Otherwise the execution
and scaling of the application can demonstrate unpredictable
behaviours that make it difficult for users to guarantee behaviour
and providers to safely and efficiently optimise their physical
infrastructure. We present motivations, principles and work in
progress on the COntrolled COntentious and MAlicious (CO-
COMA) framework towards supporting the design and execution
of these tests in a coherent and reproducible manner.

I. INTRODUCTION

The study of resource contention is important for efficient
cloud operations, as multiple customers share physical stor-
age, CPU, memory and networking. This sharing of physical
resources is also referred to as multi-tenancy. In an earlier
publication we discussed the challenges of testing cloud-based
applications in a broader sense[1], but focus here on the chal-
lenges of designing and executing tests in a multi-tenant en-
vironment. Challenges for multi-tenancy include optimisation
of resource sharing and guaranteed isolation against physical
limitations, co-located faults and malicious attacks. For these
reasons testing the performance and resilience of applications
with different hardware, platforms, configurations, resource-
sharing conditions and user loads is important for increasing
the assurance that providers and consumers have in cloud
applications. However, there are currently no tools available
for designing and generating these environment operational
conditions in experiments design in a coherent and repro-
ducible manner, without relying on expertise and limitations
of specialised operating system utilities and modified perfor-
mance benchmarks. Furthermore, in order to cost-effectively
achieve a thorough understanding and good coverage of the
application’s behaviour under various conditions, there is a
need to combine experimental results from real, emulated and
simulated systems, as well as synthetic and trace data.

The basic approach to recreating the conditions of a con-
tentious environment at the testing stage is to deploy different
instances on the same host as the System under Test (SuT) and
start workloads on different resources (e.g. CPU, RAM, IO,
network) over the selected instances using proprietary tools
and benchmarks. However, while this approach to testing is
often sufficient for simple scenarios, it become cumbersome
to maintain and reproduce for more complex applications,
scenarios and parameters to be assessed.

The work in progress presented in this paper is a frame-
work for COntrolled COntentious and MAlicious (COCOMA)
patterns, which aims to provide a unified and coherent way
to define operational conditions in experimental scenarios,
allowing users to systematically control and reproduce in a
single framework. This provides easier management of more
complex scenarios, where combination of multiple resources
workloads can be exploited. The novelty of this work is
separating the concerns of experiment design from execution,
as well as the abstractions developed for modelling contentious
workloads and managing the integration of diverse proprietary
tools, benchmarks and emulators that execute these models.

In the remainder of the paper we discuss the motivation
for the COCOMA framework in more detail, starting with
some background and related work from the domain of general
software testing but with an emphasis on cloud computing
in Section II. Section III introduces the requirements for
this framework, as well as the design principles we have
established for addressing these requirements. A walkthrough
of the COCOMA framework is presented in Section IV, in
the context of a study of contention for CPU, RAM and IO,
in order to validate claims made of requirements satisfaction.
Conclusions and future work are finally presented in Section
V.

II. BACKGROUND AND RELATED WORK

In this section we review different testing approaches
relevant to cloud based applications, we explain how our work
differentiates from these approaches and how it aligns with
developments and needs in Enterprise-class cloud computing.

As cloud computing has greatly grown over the past
years, the recognition of the importance of cloud testing has
increased. There are certain concepts, issues and challenges
that come with cloud testing. Discussing these extensively is
out of the scope of this work but many have been addressed
by other authors [2] [3], which complement our views. We
however focus specifically on testing cloud based applications
and, moreover, the particular challenges of multi-tenancy and
contentious environments. Users performing these type of tests,
focus mainly on assessing the quality of integration of their
SuT in the cloud infrastructure, end-to-end functional tests,
system performance and scalability. For this reason we are
more concerned with needs such as systematic, automated and
cost-effective approaches to setting up testing environments,



and the challenges of performing continuous regression tests
during bug-fixing and software versions, where multi-tenancy
in clouds can cause statistical inconsistency in tests results.

Given the success of model-based approaches in general
software engineering, where similar problems during develop-
ment were identified, approaches to model-based testing [4] [5]
are becoming more interesting for the case of cloud computing.
Model-based testing (MBT) is an application of model-based
design, where models are generated to represent particular
behaviors of a SuT, testing strategies and test environments.
Once the models are available, test cases can be derived to
be applied to the SuT. Different approaches can be used to
derive the test cases [6]. Model-based testing is mainly used
to automatically generate test cases in order to increase test
coverage.

Modeling approaches are also used in the context of perfor-
mance tests. In [7] the authors use model driven architecture
(MDA) to generate benchmarks and load generators from
the application model. Becker et al. use Palladio Component
Model (PCM) to generate application performance prototypes
from a design model with performance annotations [8]. A
similar approach is used in [9], where authors use a design
model through an UML CASE tool to generate test-beds code
for performance analysis.

While the above model-based approaches available in the
literature concentrate mainly on simplifying test creation and
execution towards a SuT, our approach is complementary as
it is aimed at creating the operational conditions under which
tests targeting a SuT are conducted. This has the potential to
flexibly create scenarios that are representative of real-world
workloads and conditions.

There is other work in the literature more closely related
to our approach. Avritzer et al. presented a solution to design
application-independent workload for performance evaluation
[10]. Woodside et al. [11] also presented a workload generator
for distributed systems with the aim to assess the application
performance as well as its impact on existing applications.

In more recent work, resource sharing in a multi-tenancy
system is investigated. In [12], Krebs et al. proposed new
metrics to assess isolation in multi-tenancy environments.
Simulations were used to create multiple concurrent tenants in
order to assess their proposed solution. Lim et al. investigated
the use of jobs characterization for jobs’ dilation, aiming at
slowing down specific jobs during executions [13]. As jobs the
authors used FileBench and MapReduce to generate realistic
workloads. In [14], Huber et al. built a generic model for
performance prediction overheads for various virtualization
platforms. Different workload types (based on known bench-
marks) and their influences were assessed.

All these approaches are facing the problem from the
provider perspective, while our proposed solution is more
general and can be used by both users and providers.

General benchmark tools and specific applications are used
in the context of CPU, IO and Memory contention of colocated
VMs. In [15] the authors developed a technique based on
canonical correlation analysis (CCA) to profile applications
towards better VM placement. As the importance of back-
ground load was highlighted, their approach to create the

test conditions was to run specific applications with different
resources need, such as Pgbench, Apache web server and
X264.

In [16] the authors used emulation techniques for compu-
tation intensive workload, raising the level of abstraction for
performance testing and arguing that developers and testers
can focus on locating potential bottlenecks rather than deal-
ing with architectural concerns to reproduce realistic testing
environments.

Examples of using benchmarking tools can be found in
[17], where the authors in order to develop placement algo-
rithms, used sysbench for IO and CPU workloads and Apache
ab benchmarking tool for network workloads on the testing
VM. In a similar context to investigate affinity-aware resource
provisioning for virtual machines, specific resource workload
had to be generated for CPU, Network and IO in [18]. S.
Sudevalayam and Purushottam K. used low level workloads
generation tools residing on the testing VM. In [19], White et
al. use a mixed technique of emulations and simulations in the
context of distributed systems and networks, claiming an ease
of use, control and realism for the proposed approach.

In our approach we make use of existing benchmark tools
to create specific resource workloads, although our solution
abstracts from each particular tool, leaving users free to focus
on the workloads to be used in their experiments. In the
next section we give extensive details on the principles and
requirements of this work.

III. REQUIREMENTS AND PRINCIPLES

The design and execution of rigorous software testing and
experimentation in contentious, multi-tenant environments is
critical for cloud computing to be expanded and sustained as
a production-level business and operational model for any size
organisation. However, as discussed in the previous sections,
this comes with some fundamental, technical challenges due to
the lack of higher level tools. Here we classify these technical
challenges as 6 requirements for a solution to supporting rigor-
ous software testing in contentious, multi-tenant environments:

1) Scalability: given that customer applications can vary
from 1 to 1000s of nodes, it must be possible to
readily set up and execute useful testing environments
for 1 to n number of independent hosts and network
elements, avoiding cumbersome, error-prone config-
uration.

2) Reproducibility: it must be possible to easily repeat
testing conditions and tests in order to perform viable
regression testing and make reliable claims about
software quality.

3) Portability: as hardware and virtualization technolo-
gies change, or as applications may be migrated to
alternative data centers and platforms, it should be
possible to easily reuse and recreate test designs and
conditions during these changes.

4) Extensibility: in addition to portability, test designs
will need to be modified over time in order to take
into account changes in quality constraints, scope, ex-
pected demands and software functionality. System-
atic, guided procedures for modifying and extending
test designs and mechanisms for these changes are



necessary, as opposed to starting from scratch each
time or making changes without knowledge of all
dependencies.

5) Self-containment: it is desirable to have a single top-
level solution, operational interface and workflows for
designing and executing tests as opposed to the tester
having to switch between multiple contexts and tools.

6) Controllability: in spite of abstraction and higher-
level tooling, there is still a need to have control
over the behaviour of resources used in the test,
minimising the amount of disturbances that might
provide unknown variations in test results.

Existing approaches are either purely manual, client-based,
where the aim is to simulate users in order to generate
contentious conditions, or based on ad-hoc, organic scripting
that is developed over time to address specific settings and
scenarios. While for simple scenarios may be easy to simply
generate some workload in VMs colocated with the SuT, for
more complex scenarios these approaches become difficult to
maintain. Consider the following example: an experimenter has
a SuT made of 2 distributed modules which therefore run on
2 separated physical hosts, and they want to investigate the
contention effects on the SuT over CPU, RAM and IO on each
of these modules, as well as on the NETWORK between the
2 modules. In this simple scenario, to emulate the contention
over the resources, the experimenter can use well known
resource stress tools to generate the desired level of stress
over the different resources and record the results for post
analysis. This can be done manually for each resource and for
each node. The number of manual operations quickly increases
when the number of distributed SuT modules increases, as
well as the number of physical hosts. Moreover, when testing
the NETWORK further operations have to be setup such as
starting appropriate listeners. A common approach to ease the
experimenter’s work would be to automate the whole process
through customised scripts, which cannot be generalised and
needs to be adapted and maintained each time something
changes. The framework proposed in this paper aims to reduce
this complexity, by allowing experimenters to define complex
scenarios through a single descriptor, that abstracts from the
low level tools used to create the workload. This empowers
experimenters with higher level control over the creation of
the emulated environment, as well as reproducibility and
reusabulity of the experiments in different environments and
with different utilities.

COCOMA essentially provides support to an experimenter
or software tester in controlling the behaviour of the plat-
form during a specific experiment or software test. It aims
to provide mechanisms that contend for resources, interfere
with resource availabilities or attempt vulnerability exploits
such as hypervisor escapes, co-location detection, side-channel
attacks or flooding. COCOMA provides a structured interface
through CLI or REST API for setting up these patterns without
numerous shifts between diverse scripts and tools. It also logs
resource states over time such that correlation of behaviours
with experiment stages is easier for the experimenter. CO-
COMA has been designed to work with synthetic patterns as
well as traces from real systems, as the availability of data and
objectives of experiments vary.

Fig. 1. COCOMA architecture.

The main principles behind the design of the framework
are the abstraction from the lower level tools that are used
to create loads over the resources, allowing to emulate the
wanted contention, as well as the separation of concerns,
providing an effective modularisation of the tool which enables
easy extensibility and additions of emulators and distributions.
Figure 1 shows the main components of COCOMA within
their respective logical layers. In order to use COCOMA,
an experimenter defines an emulation which embeds all en-
vironment operational conditions as shown in Figure 2. The
actual operational conditions are defined in what are called
distributions, which create specific workloads over the targeted
resource of a specific resource type. In Figure 2, distribution
1 targets the CPU creating an exponential trend over a spe-
cific time range within the whole emulation. Adding a new
distribution is a matter of placing it in a specific directory
and the distributionManager is able to pick it up and expose
it, ready to be used. Each distribution uses a low level tool
called emulator such as stressapptest1, lookbusy2, etc. through
which the wanted workload is created. In order to use such
tools in COCOMA, wrappers are created, aiming to abstract
the specific tool functionalities. Again, when a new emulator
wrapper is created, just adding it to a specific directory allows
to be used. Each distribution time is divided into multiple time-
slots based on the distribution granularity then broken down
into multiple runs each one injecting a different load level
per time slot which depends on the discrete function of the
distribution. As said, the COCOMA design allows to extend
the usage of the framework beyond the creation of workloads
that use emulators. Wrappers can be created for other tools,
like simulators, allowing to target SuT that run simulations, and
therefore enabling mixed complex emulation and simulation of
operational conditions.

We have identified the set of potential stakeholders for our
proposed solution:

1http://code.google.com/p/stressapptest/
2http://www.devin.com/lookbusy/



Fig. 2. COCOMA concepts of emulation and distributions.

• Performance testers/engineers: practitioners investi-
gating for example new colocation algorithms, and
generally in need to create a contentious/malicious
environment to conduct their tests;

• Cloud Service Providers: in this case a service
provider may offer performance isolation mechanisms
and therefore wants to test the effectiveness of those
mechanisms, investigate the possibility of offering
those mechanisms, or study what characteristics ap-
plications need to coexist;

• Cloud Application Administrators: administrators may
need to check when a system is restored, after some
maintenance or a crash, that performance isolation
mechanisms are working correctly;

• Application Developers and Testers: application devel-
opers may want to investigate the effects of contention
over their system, while testers may want to check if
provider’s isolation mechanisms work sufficiently;

• Benchmarks and Standards Groups: this is where the
proposed work naturally falls. In this case it can be
used to validate cloud patterns and workloads [20]
under investigation and/or characterisation.

IV. USAGE AND VALIDATION OF COCOMA

In order to walkthrough and demonstrate our approach,
we setup an experiment to study the effect of the contention
over CPU, RAM and IO when different amount of physical
resources are assigned to the VMs running respectively the SuT
and COCOMA. We show that useful results can be obtained,
consistent with expected results and related experiments, while
having the value of a self-contained framework to design,
setup and generate contention for these experiments. The

TABLE I. RESOURCES LABELING.

TABLE II. EXPERIMENT CONFIGURATIONS.

physical machine used for the experiment is an Intel I5-2500
quadcore @ 3.2GHZ, with 16GB DRAM, running Ubuntu
10.04 and qemu-kvm 0.12.3. We used the labeling in table
I to identify the amount of CPU and RAM used for the 8
different configurations by which the physical resources were
assigned over the various VMs, as shown in table II. The first
step is to understand the target environment and design the
experiment, without having to be immediately concerned with
the underlying tools.

The SuT run various benchmarks for the different re-
sources: sysbench calculating the first 100K prime numbers
was used for the CPU; memspeed through Phoronix test suite3,
performing a writing operation of integers, was used for the
RAM; for the IO tiobench again through Phoronix test suite,
which was set to use 4 threads each writing 32MB of data.

With regard to the patterns used for COCOMA distribu-
tions, a stable pattern as in [21] was used for all resources (e.g.
for the CPU, 50% means COCOMA used constantly 50% of
its assigned CPU over the whole distribution duration).

In Figure 3 we show our findings for each resource over all
configurations. Each graph displays the degradation, calculated
by comparing the benchmark result for the particular resource
with and without COCOMA, in percentage experienced by the
SuT. For statistical significance we run the same experiments
5 times and averaged the results. Each point in the graph
represents the mean value, providing a straightforward way
of accounting for overhead introduced by the framework.

The CPU graph shows the SuT CPU benchmark degrada-
tion over the percentage of CPU used by COCOMA. Three
clusters can be identified: in the highest one there are con-
figurations 1, 4 and 5 which according to table II have all
the MH setup for the CPU for COCOMA; below there are
configurations 2, 7 and 8, which have the ML setup for the
CPU for COCOMA; and in the lowest part there are 6 and
3, with COCOMA CPU setup as L. As expected the more
physical CPU is controlled by COCOMA the more the SuT
is affected when CPU intensive operations are performed.
However, overall the maximum percentage degradation expe-
rienced by the SuT is just below 8%, which probably makes
it acceptable for users.

The middle graph displays the RAM degradation for the

3http://www.phoronix-test-suite.com/



Fig. 3. SuT resources benchmark degradation for all configurations.

SuT when COCOMA used the maximum assigned RAM while
increasing the number of threads performing writing operations
on the RAM. Analysing the various plots from top to down, we
note that not only the amount of RAM assigned to COCOMA
influences the results, but also the overall number of VMs.
For configurations 1, 2, 3 and 6, which have all 2 VMs in
total, the more amount of RAM is assigned to COCOMA the
more the SuT is affected. On the other hand, if we compare
configuration 5 and 1, the difference in results is due only
to the total number of VMs, being the only differentiator
parameter between the two configurations. One thing seen is
that degradation is inversely proportional to the SuT assigned
CPU, which provides an experimenter with an interesting
phenomena to further explore.

With regard to the IO degradation, the workload in CO-
COMA is made by constantly writing a specified number of
files, which are 8MB each in size. The graph is plotted against
the number of files used for the workload in COCOMA. The
first thing we notice is that the amount of files used for
the workload does not make any noticeable difference across
all configurations. However, the IO is the one that suffers
contention the most among all our tests. In this case, the total
number of VMs is the differentiating factor across the various
configurations.

Finally, we revisit the 6 requirements established in Sec-
tion III to discuss how COCOMA satisfies these. Table III
provides a summary of this assessment in comparison with 3
other approaches that typify current practice:

• Manual: use of a number of resource-specific tools
and command-line operations in order to manipulate
operational conditions.

• Client-Based: simulation of usage, using multi-
threaded client-side request generators in order to

TABLE III. EVALUTION AGAINST REQUIREMENTS.

load target environment and raise required operational
conditions.

• Ad-Hoc Scripting: use of custom-built scripts for
higher-level coordination of load generation and test
execution.

Each requirement is assessed considering four different
perspectives that arise in real-world systems with changing
business priorities and technologies:

• Different test types (e.g. functional, load, security)
need to be performed.

• A variety of resource kinds (i.e. network, disk, CPU,
memory) need to be manipulated.

• There will inevitably be heterogeneity of physical
hosts, nodes and devices.

• Given different customers, different scenarios and
workload mixes have to be considered in parallel.

As expected, the worst approach is to continue on doing
everything manually, as this fails when considering scalability,
portability and avoiding many context shifts, given the propri-
etary nature of tools and command line operations. A manual
approach provides high controllability and extensibility, as
the tester has more direct access to tools and resources, but
support for reproducibility is low as platform dependencies
will require the tester to learn different tools and commands.
The Client-Based approach performs relatively well, only
failing the controllability requirement significantly. This is
evident as the Client-Based approach uses the most indirect
method of manipulating resources in order to create desirable
conditions for testing. The Client-Based approach is scalable
but can become cumbersome when having to coordinate multi-
threaded request generators per targets included in the test.
Client-Based testing is also limited to particular classes of
tests, such that it provides some challenges for portability
and extensibility. The Ad-Hoc Scripting approach has high-
controllability and reasonable reproducibility if the scenarios
and test cases remain constant. It is however difficult to port,
similar to the manual approach, as the custom-scripts are
typically developed for a specific target.

The choice to develop COCOMA with the principle of sep-
arating the concerns of test design and execution has provided
benefits across the requirements, although it was primarily



motivated by scalability and self-containment. Portability is an
unavoidable challenge given that emulators are typically tied
to a specific platform. However, the test designs are portable
and only require new emulators to be registered should there
be a platform incompatibility.

V. CONCLUSIONS AND FUTURE WORK

The broad usage of cloud infrastructures raises new issues
that need to be studied and addressed. Resource sharing is used
by cloud providers to maximize their resource usage, but this
causes resources contention among co-located VMs, as well
as security concerns. To recreate the contention conditions,
resource workloads are created using low level tools or clien-
based tools, which are inadequate for complex scenarios.
We proposed a new framework called COCOMA that builds
on top of low level tools and allows creating and combine
resources workloads in a easy way. This gives experimenters
the possibility to manage more complex scenarios, as well as
reproduce their setups in a more systematic way.

We validated our solution by assessing how the percent-
age of a physical machine assigned to the SuT and to the
contending VM(s) (i.e. COCOMA) impacts the contention of
CPU, RAM and IO resources. Our tests showed, as expected,
a degradation of the CPU for the SuT when COCOMA owned
and used the majority of the CPU. Similarly, a degradation
for the RAM was seen, although a contending system with
the same percentage of physical resources, but having more
VMs rather than a single VM causes higher degradation on
the SuT. With regard to the IO, again the differentiator factor
was the number of VMs of the contending system leading to
higher degradation. We also compared COCOMA to current
practices in generating contention workloads against a set of
requirements and we concluded that our approach can satisfy
those requirements over the current practices.

COCOMA has high potential for experimenters, develop-
ers, testers, cloud providers and other stakeholders seeking
to create, manage and reproduce easy and complex workload
scenarios under contending conditions. Future work will in-
clude a distributed version of COCOMA targeting network
resource contention. We also aim to support emulating ma-
licious exploit conditions to create scenarios where threats
against the SuT can be investigated, although not discussed in
this paper. Finally, we need to further validate the framework
when parsing and transforming real resource usage traces to
COCOMA distributions to create more realistic workloads.
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