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Abstract—Virtualization in networks is becoming very 

popular, because it offers the possibility to address varying 

demands for network resources in a flexible and cost-efficient 

way. By combining network hardware, software and network 

functionalities into virtual topological network units, resources 

can be shared by providing the illusion of real network 

environments. While such virtual environments offer the security 

of an isolated network slice and the possibility for customized 

platforms to support innovative network technologies without the 

disruption of general network traffic, the processing of the 

virtual components introduces a certain amount of performance 

overhead that needs to be investigated. This paper describes 

experimental measurements conducted in the Future Internet 

platform NOVI in order to determine the impact of network 

virtualization on the IP performance metric One-Way Delay 

Variation (OWDV). The European-wide measurements are 

unique as they were set up in a directly comparable 

implementation over substrate and slice. It is shown that the 

average median one-way delay variation over a measurement 

link in a virtual slice compared to the physical substrate 

increased by at least a factor > 10 for the 75th percentile of all 

measured values and factors ≥ 20 for higher percentiles.  

Keywords—Virtualization; network measurements; virtualized 

& physical infrastructures; Future Internet platforms. 

I.  INTRODUCTION 

This study was conducted as part of the FP7 STREP 
project NOVI (Network innovations Over Virtualized 
Infrastructures) [1, 2, 3]. NOVI focused on the development of 
a framework of tools and algorithms that would allow the 
distribution of virtual resources over heterogeneous 
infrastructures. The research was conducted in a proof-of-
concept demonstration over the FEDERICA [4] testbed and a 
private PlanetLab [5] instance. These platforms were chosen 
as typical architectural representatives of a Future Internet 
platform: The PlanetLab architecture with resources connected 
over the public Internet, and the FEDERICA architecture 
which offers a European-wide infrastructure of virtual 
machines (VMs) and logical routers interconnected via 
dedicated layer-2 links over National Research & Education 
Networks (NRENs) and GÉANT [6] networking facilities. 

The NOVI framework offered virtual slices of the network 
infrastructure to users in a way that enabled research in 
isolated virtual environments. Such slice environments are 
especially crucial to researchers who would like to perform 
network experiments that would otherwise conflict with 
regular production traffic. Several experiments were 
conducted over NOVI [7, 8, 9] to test and validate the 
underlying NOVI services and components. The experiment 
described in this paper was conducted in the NOVI-
Monitoring slice to get experience with network 
measurements in a virtual environment and to investigate how 
much virtualization actually impacts network IP performance 
metrics. 

II. MEASUREMENTS OVER VIRTUAL ENVIRONMENTS 

Obtaining measurement data over classical networks has 
always been an important tool for troubleshooting network 
problems, tuning services and monitoring network 
architectures. Classical measurement methods, however, can 
not necessarily be applied to virtualized network structures, as 
the lack of a real-time clock for time stamping in a virtual 
environment prohibits highly accurate time measurements. A 
virtual machine that operates as a measurement node will not 
be continuously served by its physical system, but will be 
scheduled and queued while other virtual machines are being 
attended. As a result of that, time stamps may be assigned to 
network packets much later than their actual arrival time 
introducing inaccuracy to delay measurements, for instance. 
Besides bad time stamping there are also other issues that 
prevent classical measurement tools to be directly applied to 
virtual environments, such as a requirement for  binding a 
socket to a certain physical port [10, 11] or tool mechanisms 
that are based on other resources such as IP addresses in 
traceroute requests. Tools used for measurements in virtual 
networks also have to have the capability to distinguish 
between the collections of measurement data between 
different virtual network instances. 

Measurements over virtual networks have already been the 
focus of work performed for projects such as FEDERICA, 
PlanetLab, GENI [12] and G-Lab [13]. In the FEDERICA 
project, several levels of network monitoring were 
implemented [14]: The physical substrate was monitored with 



the G3 system based on standard SNMP tools [15] and with 
the HADES Active Delay Evaluation System [16] that 
supplied IP Performance Metrics such as One-Way Delay, 
One-Way Delay Variation (OWDV) and packet loss. To 
support the management of the virtual environment of 
FEDERICA, both a node-centric view (based on Nagios [17]) 
and a slice-centric view of monitoring was provided. 
PlanetLab monitoring was also set up to provide both node-
level and slice-level views via CoMon [18] which combines 
passive monitoring tools supplied by the operating system 
with an application-specific information system. Additional 
components such as CoVisualize and CoTop ensure that 
visualization of network usage and system resource usage 
provide summaries, local views and monitoring of individual 
experiments. In GENI the Scalable Sensing Service (S3 
Monitor) was implemented that allows active measurements 
between nodes in a virtual environment. It uses sensor pods 
that can be deployed on GENI nodes and sensing information 
managers that interact with the user and collect measurement 
data [19]. For G-Lab's virtual environment a monitoring 
framework mainly based on tools such as Nagios and CoMon 
was implemented [20]. 

Although both classic physical as well as virtual network 
monitoring tools are in place, only very little work has been 
done to compare substrate measurements directly to data 
collected over the equivalent virtual environment. Wang and 
Ng described the impact of virtualization on the network 
performance of Amazon EC2 data centers [21]. They noticed 
drastically unstable TCP/UDP throughput and unstable 
network characteristics with abnormal delay variations and 
attributed these observations to processor sharing and 
virtualization on server hosts. Fuertes and López de Vergara 
measured CPU and memory consumption of virtualization 
tools in virtual network environments and were able to show 
that such resource consumption was heavily dependent on the 
selected virtualization technique [22]. 

Both [21] and [3] investigated the impact of virtualization 
on round-trip-time (RTT) measurements. The authors in [23] 
noticed in experiments on Linux-VServer and Xen 
virtualization platforms that heavy network traffic from 
competing virtual machines could add significant delay to 
RTT measurements and that most delay was introduced while 
packets were sent. The authors in [3] proposed a novel scheme 
for interconnecting heterogeneous virtualized infrastructures 
and had a special interest in investigating how much impact 
their new stitching approach would have on end-to-end delays. 
They concluded that this new stitching approach actually 
introduced only minimal degradation on end-to-end delays and 
bandwidth between virtual entities when compared to 
equivalent values between the physical resources embedding 
these virtual resources. As such embedding of virtual 
resources may itself also impact the performance 
measurements, this paper extends the work performed in [3] 
by examining the IP performance metric of one-way delay 
variation over virtual and physical resources by carefully 
including only measurements obtained from physical sources 
such as routers that are not influenced by the virtualization 
overhead originating from processor sharing and context 
switching between virtual machines. 

The remainder of this paper is structured as follows: 
Chapter III describes the experiment and special 
implementation details of the measurements. Chapter IV 
explains the obtained measurements from both the physical 
infrastructure as well as the corresponding virtual 
environment. Chapter V discusses the measurement results. 
The conclusion and future work can be found in Chapter VI. 

III. EXPERIMENT AND MEASUREMENT TOOL 

A. Measurement environment 

The purpose of the HADES (HADES Active Delay 
Evaluation System) experiment in the project NOVI was to 
focus on the differences between measurements over a 
physical substrate in comparison to a virtual environment. 
Therefore in the experiment it was necessary to set up two 
different measurement environments collecting measurements 
for both cases, but in a way that allowed for a direct 
comparison of measurement results. In other words, the 
collection of physical measurement values had to be 
performed at the very same locations in the network where 
also measurements within the virtual environment were 
collected. In the experiment this was achieved by using 
dedicated HADES measurement servers directly connected to 
FEDERICA Juniper [24] routers for measurements within the 
physical substrate and by using measurements from HADES 
software installations performed on the very same nodes but 
run within a virtual slice environment (i.e. virtual machines on 
VMWare ESXi 3.5 [25] servers connected to the same 
physical routers) (Fig.1). The fact that such a directly 
comparable measurement environment could be established in 
the European-wide project infrastructure of NOVI makes these 
measurements unique as they offer a clear insight on how high 
the impact of virtualization can be on applications run in a 
slice. 

 

Fig. 1. HADES monitoring to compare physical substrate measurements to 

measurements from within the NOVI-MONITORING slice 

 



B. HADES Active Delay Evaluation System 

HADES [16] is a tool that provides performance 
measurements following the IETF approach [26] and offers IP 
Performance Metrics (IPPM) such as one-way delay (OWD) 
[27], IP Packet Delay Variation (IPDV/OWDV) [26] and 
packet loss [28]. HADES is a monitoring tool that was 
designed for multi-domain delay evaluations with continuous 
measurements and was not intended for troubleshooting or on-
demand tests. HADES incorporates an active measurement 
process which allows layer 2 and layer 3 network 
measurements. Typically, the active measurement process 
generates a burst of UDP packets of a certain configurable 
length (e.g. 25 bytes length (UDP)) continuously throughout 
the day. The packets are sent with gaps of 10 milliseconds in 
order to avoid any waiting times at the network card interfaces. 
Each packet contains a sequence number and a GPS 
synchronization time stamp. The receiver time stamps the 
moment of arrival and uses the sequence number to determine 
packet loss. In order to be able to deliver precision time stamps, 
HADES measurement stations for measurements over the 
physical substrate are equipped with a Meinberg GPS170PCI 
slot card [29] connected to a GPS antenna. The GPS signal is 
used to synchronize the local quartz clock on the Meinberg 
card and the measurement station in return uses this signal for 
synchronization of its own host clock. This time 
synchronization is achieved following the NTP protocol [30].  

The HADES architecture (Fig. 2) is based on a client-
server operation: A measurement station as client that 
produces ‘raw data’ files which contain the measurements 
(time stamps), and a HADES central server (HADES 
Measurement Archive (MA)) that performs the measurement 
evaluation with the Perl script “hades-analyzer.pl” and 
produces an aggregated representation of the raw data. The 
aggregated data focuses on numbers such as the measured 
delay of the fastest or slowest package or the overall amount 
of lost packages. 

 

Fig. 2. The HADES architecture 

HADES is put into operation via a global configuration file 

and several Perl scripts on the HADES-MA. For a smooth 

operation between HADES-MA and HADES-MP 

(Measurement Point) clients it is necessary to install ssh 

packets (for the general communication between the 

measurement systems) and also rsync packets (for copying 

configuration files and for the collection of measurements from 

the MPs onto the HADES-MA server). Another requirement is 

to install Public Key Authentication so that it is possible to log 

into an HADES-MP via ssh and allow the transfer of data files 

without always having to use a password for authentication.  

HADES measurements are set up following a domain 

concept: The configuration file determines the name of the 

domain, where HADES measurements are collected. During 

the installation of the HADES server software the following 

folders are automatically created: a folder ‘www’ and a folder 

‘data’ for the measurement domain. Once the daemon is 

running, the measurements from the measurement stations are 

collected in these directories. The ‘data’ folder contains the 

raw data and the ‘www’ folder is the collection of aggregated 

data. This study used the aggregated data of HADES in the 

investigation. 

 

IV. SUBSTRATE AND SLICE MEASUREMENTS   

Within the FEDERICA testbed three core nodes were 
considered in the evaluation: The core node at GARR, Italy, 
the node at PSNC, Poland and the DFN core node located at 
the University of Erlangen, Germany. In the remainder of the 
paper these nodes are described as GARR-FED, PSNC-FED 
and DFN-FED in reference to their physical locations at the 
GARR, PSNC and DFN NREN PoPs of the FEDERICA 
testbed (Fig. 3). The core nodes in FEDERICA are Juniper 
programmable Logical Routers (MX-480) connected via 
SDH/SONET 1 Gpbs circuits.  

 

Fig. 3. The NOVI Future Internet platform 

For the measurements within the FEDERICA physical 
substrate the HADES-MA was located at DFN facilities in 
Germany. Three GPS-equipped HADES monitoring stations 
were connected to the GE-0/3/1 ports of the Juniper MX-480 
routers at GARR, PSNC and DFN. The HADES-MA collected 
the measurement data over the physical substrate from each 
measurement station. 

For HADES measurements within the NOVI-
MONITORING virtual slice a VM with HADES-MA 



functionality was configured on a VMWare server connected to 
the GARR Juniper router. The GARR-MA was an additional 
VM at GARR, independent form the HADES Measurement 
Point (MP) also implemented at GARR. In order to have the 
desired HADES-MPs for measurements in the slice, it was 
necessary to configure the HADES software client on VMs at 
VMWare server locations PSNC-FED, DFN-FED and GARR-
FED; the software client was configured on the pre-installed 
OS environment CentOS5.5 that was provided by NOVI-NOC 
with each requested virtual node in the NOVI-MONITORING 
slice. The installation of the HADES client software on each 
VM included the installation of several Perl-Modules, the 
configuration of an NTP server and the setup of the HADES 
directory structure as described above. The installation of the 
HADES-MA similarly required the installation of the HADES 
server package along with several Perl modules, the 
configuration of an NTP server and the HADES directory 
structure, but also demanded the setup of a PostgreSQL 
database. 

Time synchronization within a slice in NOVI required the 
synchronization of all VMs of the slice to a common time 
source using NTP, even if that meant that this time was isolated 
and valid only within that slice. In the HADES experiment, the 
undisciplined local clock provided by the operating system of 
the HADES measurement archive (MA) at GARR was selected 
as time reference within the NOVI-Monitoring slice; other 
undisciplined local clocks were not considered. This primary 
time reference on the GARR-MA was distributed using NTP to 
the HADES software clients installed on the VMs of the slice. 
Trying to use the command ntpdate to synchronize with any 
outside physical host would render ‘no server suitable for 
synchronization found’, as the VMs were truly isolated within 
the NOVI slice. Since time stamps were only used within their 
local reference systems (substrate or virtual) and no absolute 
delay values, but only the variation of delay was considered, 
the different reference clocks had no impact as each system 
was consistent and steady in itself. 

This way there were two HADES active measurement 
environments in place and running in parallel to collect data 
both from the physical substrate and also from within the 
virtual slice. For both substrate and virtual instances, 
measurements were connected in a full mesh over all six links. 
For both cases the HADES active measurement process was 
configured to send groups of 9 packets each minute around the 
clock. Each packet was 25 Bytes long in order to keep the 
measurement traffic to a minimum and the packets were 
evenly spaced over each measurement interval of 60 seconds 
so that there would be no additional waiting times at the 
network interface card that could impact the delay 
measurements. For each 24 hour period 12960 packets were 
sent in a total of 1440 measurement intervals. Three full 
consecutive days of measurements were considered for the 
investigation. 

The collection of measurements provided by the HADES 
central server yielded the minimum, median and maximum 
delay observed for each sample group of 9 packets as well as 
the number of lost packets. The one-way delay variation was 
calculated as the difference between maximum and minimum 
delay obtained for each sample. As the time source in the slice 

was independent from an outside clock, but consistent for all 
VMs within the slice, delay measurements were not 
investigated in the comparison study, but only the variation of 
delay was evaluated.  

V. DISCUSSION OF RESULTS 

For both physical and virtual environments, network 
measurements over the following links were compared: DFN-
GARR, DFN-PSNC, GARR-DFN, GARR-PSNC, PSNC-DFN 
and PSNC-GARR. The delay variation value for each 60s 
interval was obtained by subtracting the minimum observed 
delay from the maximum delay observed within that group. 
The evaluation comprised a three day period and investigated 
the 75th percentiles, the 90th percentiles, the 95th percentiles 
and the 97th percentiles of delay variation for each day and 
each measured link. The substrate and virtual values were then 
compared (Fig. 4):  

 

 

 

 

Fig. 4. The delay variation over substrate and virtual slice 



In each case a significant increase of delay variation in the 
virtual slice could be observed. The highest increase of delay 
variation in the virtual environment could be noted on links 
with destination GARR. To follow this further, both average 
CPU usage and number of running VMs as reported by the G3 
monitoring system [31, 32] were also investigated to see if 
these parameters had an impact on the amount of increase in 
delay variation over the measurement period. A similar 
number of VMs was running on each VMWare server at the 
nodes: The S1 VMWare server vnode1.poz.pl.net.fp7-
federica.eu had 14 VM instances listed as running, the S1 
VMWare server at GARR vnode1.mil.it.net.fp7-federica.eu 
reported 13 VMs and the S1 VMWare server at DFN 
vnode1.erl.de.net.fp7-federica.eu listed 12 VMs as running. 
GARR had the highest average CPU usage of 90% during the 
measurement period; the average CPU usage for DFN was 
listed as 7%, whereas PSNC showed an average CPU usage of 
about 5% during the measurement period.  

The high average CPU usage at GARR led to a heavy 
impact on the measured delay variation in the virtual 
environment of the slice: The high load prevented arriving 
packets from immediately being served, i.e. the receiving time 
stamps could only be attributed to the packets at a much later 
time after the context switch to the corresponding process had 
occurred. The increase in delay variation can therefore be 
especially noted over measured links where the GARR node 
was involved as destination.  

The median values of the one-way delay variation samples 
were then investigated and averaged over the three day 
measurement period to compare substrate and virtual average 
median values and to be able to assess by how much of a 
factor the delay variation had actually increased in the virtual 
slice. The average median values were obtained for the 75

th
, 

90
th

, 95
th

 and 97
th

 percentiles of sample values for both virtual 
and substrate measurement sets. The factor was then 
calculated as the quotient between the average median values 
of one-way delay variation of slice measurements to substrate 
measurements for each percentile value (Fig. 5): 

 

Fig. 5. Factor increase of average median one-way delay variation in the 
slice when compared to the average median one-way delay variation 
obtained from the substrate for 75th, 90th, 95th and 97th percentiles. 

The data showed that even for the 75
th

 percentile of 
measured values the average median one-way delay variation 
in the slice increased by at least a factor > 10. When the 90

th
 

percentile of measurements was considered, the average 
median one-way delay variation in the slice increased by a 
factor of approximately 20 at least; for higher percentiles this 
factor was rapidly increasing to over 50. The influence of 
virtualization is also depicted in the example of Fig. 6 over the 
measurement link from DFN to PSNC: The one-way delay 
variation shows a much larger variability and scattering and is 
increased by a factor 15 for the 90

th
 percentile of measured 

values in the virtual environment when compared to the 
substrate. 

VI. CONCLUSION 

The required measurements for a comparison of one-way 
delay variation between the physical FEDERICA substrate 
and the equivalent virtual VMs could be obtained from an 
environment over the NOVI Future Internet platform that was 
very well and uniquely suited for a direct evaluation. A 
significant increase of delay variation could be observed when 
the HADES measurements from the physical substrate were 
compared to the delay variation observed in the virtual slice. It 
was shown that the average median one-way delay variation 
over a measurement link in a virtual slice compared to the 
physical substrate increased in all cases by at least a factor > 
10 for the 75

th
 percentile of all measured values and factors ≥ 

20 for higher percentiles. It is unclear at this time if other 
parameters aside from CPU load can also have an impact on 
delay variations and the authors plan to investigate this 
further. Future work will also have concentrate on additional 
metrics such as packet loss and will have to focus on 
applications and how their Quality of Experience (QoE) will 
be impacted by the virtualization in Future Internet platforms. 
Of special interest should be interactive video applications for 
medicine or broadcast and television comunities where a small 
one-way delay variation is critical.   
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Fig. 6. Example of OWDV HADES measurements over substrate (left) and virtual slice (right) over the measurement link DFN-PSNC 
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